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The “Chinese Room” Argument is Neither Constitutive of nor Sufficient for the  
Refutation of Computationalism 

 
Philosophical debates in response to one of the most perplexing questions that govern 

artificial intelligence (AI), namely, whether it is possible to create machines that possess 
cognitive functions like that of a human brain, rest on the much broader idea of the distinction 
between “weak” AI and “strong” AI. Such conflicting views involve precisely the scope of what 
is fundamentally achievable with AI. On the one hand, weak AI holds that computers are merely 
capable of simulating mental states. Opposingly, strong AI, or computationalism, holds that 
certain computational states are identical to mental states and that an appropriately programmed 
computer is capable of not just simulating, but actually having mental states. The latter position 
has stirred up great controversy in AI research and in turn, has faced several objections. Among 
these, is John Searle’s assertion of the falsity of computationalism that stems from his renowned 
“Chinese Room” thought-experiment which he uses in an attempt to show the insufficiency of 
syntax for having semantic content. Syntax, being the essence of computation and the basis for 
the operations of formal systems; and semantic content, or meaning, being a necessary condition 
for having a mind. In this essay, I shall outline Searle’s thought-experiment along with the role it 
plays in his argument against strong AI/computationalism, and deliver what I take to be its most 
compelling objection. Moreover, I shall present Searle’s response to this objection and give a 
plausible counter response on behalf of the objector.  

In his work, Minds, Brains, and Programs, John Searle attacks the notion of strong 
AI/computationalism, concluding its falsity from the proposed “Chinese Room” 
thought-experiment which he believes suffices to prove that the syntactic process of formal 
systems is neither constitutive of nor sufficient for the semantic content required to possess a 
mind. The thought-experiment that motivates this argument can be generalized as follows: 
Suppose that a monolingual English speaker is locked in a room and given a large batch of 
Chinese writing. Given that she is not able to recognize Chinese writing on the grounds that 
she’s never been exposed to any other language other than English, the symbols before her are 
utterly meaningless. Suppose further that after this first batch of Chinese writing, she is given a 
second batch along with a set of rules written in English for correlating the set of formal symbols 
(identifiable by shape) in the second batch with the ones in the first. Now suppose that she is 
given a third batch of Chinese symbols together with more instructions that allow her to correlate 
elements of this third batch with the first two. Unbeknownst to her, those who give her the 
symbols call the first batch a “script”, the second batch a “story”, the third batch “questions”, the 
symbols she returns in response to the third batch “answers to the questions”, and the set of rules 
in English the “program”. After a while, she gets so good at following the instructions for 
manipulating the Chinese symbols and the programmers get so good at writing the programs, 



that from the point of view of somebody outside the room, her answers to the questions are 
indistinguishable from those of native Chinese speakers. Moreover, suppose that they provide 
her with a second story in English accompanied by some questions, which she understands, and 
responds to in English. In this case, her answers to the English questions are also 
indistinguishable from those of other native English speakers on the grounds that she is herself a 
native English speaker. It is safe to assume that in this hypothetical situation, her responses to the 
questions in Chinese are equally as good as her responses to the ones in English. However, in the 
former case, her responses are produced via manipulation of uninterpreted formal symbols. This 
purely syntactic process is precisely the way in which computers perform computational 
operations on formally specified elements. It is evident that such a process is able to pass the 
Turing test and convince native Chinese speakers that they are communicating with another 
native Chinese speaker, when in fact they are communicating with a monolingual English 
speaker. According to strong AI, the programmed computer, or in this case, the person in the 
locked room, not just appears to understand Chinese, but actually understands it. This 
controversial idea is precisely what Searle emphasizes in his work, and in fact, the evidence he 
uses to conclude the third premise of the following argument against computationalism:  
 

1. Programs are syntactic operations in a formal system.  
2. Mental states have semantic content.  
3. Syntactic operations are neither constitutive of nor sufficient for semantic content. 
∴ Programs are neither constitutive of nor sufficient for mental states. 
∴ Computationalism is false. 

 
Searle stresses that despite the person’s being able to give the appearance of understanding 
Chinese, we may not attribute this understanding to her. Precisely, because her capacity to 
communicate in Chinese does not extend beyond the Chinese room (Searle). Were she to 
encounter a Chinese speaker outside the room, she would be incapable of having even the 
simplest conversation. No matter how good she gets at formulating responses using this process 
inside the room, the symbols will not have meaning to her, no semantic content, they are not 
about anything, they don’t refer to anything in the real world, they are just symbols. Similarly, 
the formal process of manipulating these symbols is meaningless, since “the symbols themselves 
don’t symbolize anything” (Searle). This process which we empirically take to constitute 
mentality, lacks “intentionality”, that is, the power to be about or to “stand for things, properties 
and states of affairs” (Pierre). In the thought-experiment, this intentionality is solely in the minds 
of the programmers, “those who send in the input, and those who interpret the output” (Searle). 
This is so because the symbols do in fact have meaning to these agents. Unlike the individual in 
the locked room, they use these symbols to stand for objects in the real world. This proven lack 
of semantic content within the individual, which is a necessary condition for understanding, gave 
rise to Searle’s generalized claim that syntax alone is neither constitutive of nor sufficient for 



semantics. Since the thought-experiment is representative of a computer and resembles the 
processes by which any formal system “computes”, it must be the case that no other formal 
system (which has no more intentionality than does the person in the room) is capable of having 
a mind. That is, programs are therefore neither constitutive of nor sufficient for mental states, 
from which it follows that computationalism is false, as Searle’s argument goes.  

Searle’s rather ambitious claims about computationalism and the thought-experiment 
from which he derived them, while having played an important role in the research of AI, have 
too faced a number of criticisms. One of the most compelling objections to his argument and the 
nature of his “Chinese Room” thought-experiment, is that which he calls the “Systems Reply”. 
Originally presented by computer scientists at Berkeley in response to his work, the objection 
accuses Searle of committing a compositional fallacy. Precisely, it argues that he is mistaken in 
equating the person inside the room with the system itself, as it is not the individual who is being 
ascribed understanding, but rather the whole system of which it is part, namely, the Chinese 
room. The issue with Searle’s evaluation of the problem which burdens strong AI, is that it does 
not suffice to show that merely part of a system lacks necessary semantic content. His argument 
against computationalism begs the question by asserting that no formal system is capable of 
having mental states on the grounds that merely one of its constituent parts lacks understanding. 
It is not unreasonable to assume that in an theoretical sense, the system has a mind of its own, 
which lies outside the bounds of what is meaningful to the individual and what she understands. 
It is in this way that formal systems and machines, like human brains, operate. They possess a 
level of complexity that extends far beyond the function of an individual (part). Neurons, and 
bits of code alike, in and of themselves, are not capable of understanding or carrying out all the 
necessary functions of an intelligent system. Such parts have their own unique roles and need not 
understand the significance or functionality of the entire system, nor the extent of their 
interrelations. It is worth mentioning that Searle is not guilty of lacking understanding of this 
kind of complexity characteristic of formal systems, rather that he does not appear to understand 
its implications (Dennett). This makes for a rather weak argument against computationalism, as 
the “Chinese Room” thought-experiment fails to prove its implausibility. The goal of the 
“Systems Reply” objection however, is not to assert that syntax is in fact sufficient for semantics 
or that we ought to accept strong AI, but rather that as far as Searle’s argument is concerned, we 
are not in any position to refute it.  

Searle’s response to this objection is rather limited and can be criticised in a similar way. 
He argues that if the individual in the “Chinese Room” thought-experiment were to internalize 
every element of the system, that is, memorize all the rules necessary to manipulate the Chinese 
symbols and compute the appropriate operations in a way that she herself becomes the system, 
she would still lack genuine understanding of the Chinese language. In this way, he claims that 
the syntactic operations performed by the English speaker in her head do not produce any more 
semantic content than did those in the original thought-experiment. Searle’s claim here is that 
this lack of semantics which is needed for understanding, persists irrespective of whether or not 



the system is outside or within the individual. This is so because the system itself contains 
nothing that she doesn't already have. In this example, Searle has changed nothing about the 
system other than its physical appearance. He argues that if the individual does not understand 
Chinese, then the system itself cannot. Particularly, because it is unreasonable to assume that 
while the individual herself does not have any understanding, somehow the individual in 
conjunction with the room, paper, pencil etc, does (Searle). Searle proposes further, that in the 
case where the system is internal, the individual may be taken to have two subsystems, namely, 
one of the Chinese language and one of the English language. He points out that while they both 
yield equally good outputs, they are inherently different. Precisely, in the way they operate. 
While one consists of purely syntactic processes, the other bears the semantic component that is 
required for understanding. He asserts once again that syntax by itself is neither constitutive of 
nor sufficient for semantics, on the grounds that both subsystems are capable of passing the 
Turing test when only one of them truly understands.  

Searle’s modification of the “Chinese Room” thought-experiment in response to the 
“Systems Reply” objection faces many of the same problems. Particularly, in that he has done 
nothing more than change the structure of his experiment, when it is the experiment itself that is 
fundamentally problematic for making definitive claims about the plausibility of strong 
AI/computationalism. Although in his response he is able to overcome the principal accusation 
of the “Systems Reply”, which finds him guilty of misinterpreting the scope of mental state 
attribution, he is still not void of the flaws that undermine his argument against 
computationalism. Searle remains ignorant to the fact that it is the basis on which he concludes 
the insufficiency of syntax for semantics, namely, his thought-experiment, that fails in the 
refutation of strong AI. Restructuring an inherently ill-founded representation of a formal system 
does not give his argument any more strength. Searle falls short in his assumption that no 
syntactic process alone can constitute mental states on the basis that his own limited and 
inapplicable thought-experiment fails to show it. For starters, he claims that the “Systems Reply” 
objection begs the question by insisting that the entire system must understand Chinese, when it 
has no more intentionality than the mere individual. Given the nature of his thought-experiment, 
this claim is not entirely unjustified. However, in light of our objection to Searle’s third premise, 
it is safe to say that in a way (the sense in which understanding has very low attributive 
standards), the system, namely, the Chinese room, does in fact have understanding. Although, 
not in a way that it is remotely comparable to the human brain. This is so because Searle’s 
thought-experiment does not provide the adequate conditions for producing intelligence of this 
kind. The brain is far more complex than the system he describes. Any system that solely 
manipulates symbols in accordance with structure-sensitive rules cannot produce real conscious 
intelligence, “because it is impossible to generate ‘real semantics’ merely by cranking away on 
‘empty syntax’” (Churchland). Thus, the experiment is a lost cause for concluding the 
plausibility of strong AI. It is an inaccurate representation of a system capable of having mental 
states. Such a system must account for the complexity and interconnectivity of the human brain. 



Creating the kind of system able to support the thesis of computationalism would be impossible 
using the model that Searle has laid out. With one person per neuron and one per synaptic 
connection, the system would require at least 1014  individuals (“since the human brain has 1011 

neurons, each of which averages over 103 connections”), which is equivalent to the entire human 
population of over 10,000 earths (Churchland). Even if such a system were possible, there is no 
guarantee that its activity would constitute real thought. Similarly however, there is no guarantee 
that it would not, since the system would be much larger than its constituent parts, none of which 
would have individual access to its cognitive states. More realistically however, we may 
conclude that if the kind of manufactured mentality we are after is one that produces real 
semantic content, then we must explore other systems, and perhaps even adopt a new method of 
measuring intelligence. Further, it is without question that if we seek to make definitive claims 
about the plausibility of strong AI, we must not look to Searle’s thought-experiment to give us 
the answers. No system analogous to it is capable of producing the kind of understanding 
required to prove or disprove computationalism.  
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